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Figure 1: NewsCACHE's class hierarchy

Non Volatile Containers Th_en the size of the hash table should.be reconflggred
which takes only a few seconds. Our implementation
w stores all information of the active database within the
AN

same database.

NViist NVArray For the newsgroup database, each newsgroup uses its
own database to store news articles. Each database is
stored within its own directory. The name of the direc-

| nviist | [ NvHash | tory is derived from the name of the newsgroup (similar
i J to INN).
% % Compared to other implementations, we provide a so-

‘ NVActive ‘ ‘ NVNewsgroup ‘

phisticated newsgroup database. Only big articles (arti-
cles bigger than 16KB at the moment) are stored using a
Figure 2: Inheritance hierarchy of tiNon Volatile Con-  separate file. All other information, be it a small article
tainer Clasdlibrary or an overview record, are stored in the same database.
This reduces the number of files and keeps related in-
formation together and thus improves caching behavior.
To further reduce disk-space requirements we went one
allocated. However, memory mapped files also have &tep beyond and store overview records only for articles
drawback: whenever more memory is necessary thathat are stored externally or for articles where only the
available, the file has to be resized and remapped to averview record has been requested. This performance
possibly different memory location. To reduce the per-penalty (about 20% as we will show in Section 6) is out-
formance penalty of this operation we allocate space irweighed by the disk space reduction, since the overview
bigger chunks (64KB at the moment). database is up 0% of the size of the news database.

For our implementation of the active database, we use

the NVHash container. We use a externally linked hash

table because it is not as complex as a balanced tree asil  Choice of Replacement Strategy

more efficient as long as the number of elements is pre-

dictable. Since the number of elements can be estimate#l key determinant of the performance of cache systems
a priori for the next few years this is not a big issue. is the replacement strategy. We have compared the re-
Currently about 55000 newsgroups exist and up to nowplacement strategies applicable to our domain in terms
this number doubles every 18 months. Thus a hashtablef the resulting network bandwidth and in their hit rates
with about 20000 entries will be sufficient for the next respectively. Where meaningful, the replacement strate-
two years (about 120000 newsgroups divided by 2000@ies were compared on a per article basis and on a per
entries gives between 1 and 6 comparisons per lookuphewsgroup basis (the smallest unit to be removed is an



article or a newsgroup respectively). For the per news-  sized spool sizes.

group replacement strategies it is important to note that )
articles will also be removed when they are expired on-RUA/LRUG removes least recently used articles
the upstream news server. Otherwise the newsgroup will (LRUA) or newsgroups (LRUG) first. This strat-
grow infinitely. A comparison of the strategies is de- egy assumes that items that have not been accessed

picted in Figure 3 in terms of consumed network band- fo(; a Iofng time arE no I_onger of_lnterest. LhRUA can
width and in Figure 4 in terms of their hit rates. The 2 opt as_te(; toc anglﬂg ri;qwrements _t an LFUA
replacement strategies have been simulated using access 2€¢ause It does not take old accesses into account.

patterns obtained from &WsCACHE's log files (logged Thus, as we expected the least recently used strat-
over a 10 days period). egy performs better than LFUA.

It is interesting to note that a better hit rate does not-ETF removes articles with the least expiration time

necessarily imply less network bandwidth consumption.  first. The drawback of this approach is that it treats
For instancdiggest article firshas nearly always a bet- all groups the same and does not take the article’s
ter hit rate thareast frequently usebut in some situa- access patterns into account. However, it is better

tions transfers more bytes from its upstream news server.  then BAF or LFUA since it takes into account that
older articles are less interesting to Usenet users

What we did not expect was that LRU on a per news- and thus are less likely to be accessed in the future.

group basis (LRUG) performs better than LRU on a per
article basis (LRUA). We assumed that LRUA has a finer

granularity and thus will perform better. Our interpreta- Initially we used a per newsgroup replacement strategy

tion is that the newsgroup should be seen as a unit anaecause it was the easiest way to implement article re-

that an article’s access probability often can be estimate@ Ia::e dmep]t zng Implo sed thetsr:{na![Iest CSQUUIXad' dTrgg\(/;ve
better by looking at all the articles in the group than by ested a hybrid replacement strategy ( an

just looking at one article. Sometimes this generaliza—m'x) because we assumed that a per article replacement

tion is not true and the hit rate can degrade even thougﬁtraﬁegy WOUldS erfkotrmeReLtJtér. This did not prove true so
the spool size is increased. we have gone back 1o '

We considered the following replacement strategies:
5 New and Additional Features

BAF removes the biggest articles first, thus favoring
newsgroups with small articles. This strategy as-NEwSCACHE's design rationale is compatibility, scal-
sumes that only a few users read binary news-ability, and extendibility. Compatibility with the ex-
groupg and that those users should be penalizedisting infrastructure and scalability issues already have
This strategy is good when a good hit-rate ¥  been addressed in previous sections. By extendibility
dinary News users (users not reading binary news-we mean that we have included new functionality into
groups) should be provided. NEWSCACHE and its design eases the addition of new
However, if many people are reading binary news-features.
groups, as in our case, the hit rate will be poor.
Thus if the major concern is to reduce the required
network bandwidth BAF does not perform well.

Many news readers can interact with only one news
server, thus tying the user to the server’'s newsgroup se-
lection. NEWSCACHE can remedy this situation by its

LFUA/LFUG removes the least frequently used arti- transparent multiplexingunctionality: it can simultane-
cle (LFUA) or least frequently newsgroup (LFUG) Ously cooperate with a set of news servers and combines
first. As expected LFUA performs poorly. It favors theém into one virtual news server for its clients. This
older articles that have been read more frequently€ature can also be utilized for infrastructural improve-
and thus have already been read by most users, Ments: newsgroups can be partitioneainong a set of
LFUG performs considerably better since it takesNEWS Servers and access is done iCACHE. Done
the overall interest in the newsgroup into account.at an appropriate organizational scale, this can decrease
The only problem is that LFU cannot adopt to new Nétwork bandwidth consumption and 1/O load on the
requirements quickly. This seems to be the main€Ws servers, while users still have access to all news-

reason why it performs bad on small article spools9"oups.
and why it oscillates so heavily on small to averageAdditionally the multiplexing feature can be used for
2Newsgroups that mainly distribute programs or other big data Iikethe provision oflocal newsgroups NEWSCACHE can

pictures are usually called binary newsgroups—some people think thaP€ S€tup to multiplex between the newsfeed and a lo-
those newsgroups should be banned from Usenet. cal news server that only holds groups of local scope.
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Since this functionality requires setting up a local newsenced by users that useeWSCACHE by combining the
server whose functionalities are not exploited in this setfigures in found Table 2 and 3.

ting, we plan to include a light-weight news server into
NEwSCACHE for this purpose.

Description NEWSCACHE INN
NEWSCACHE also supports access to a virtual fodws- Hit | Miss
feed over limited bandwidth network connectiofifis Active database retrieval 10.1s | 120s | 110s

functionality can be combined with arefetchingstrat- Retrieving 1000 articles 2755 | 523s | 471s

egy: a set of newsgroups can be retrieved in off-hour§ Qverview database of 40.3s | 373s | 331s
when the network is less loaded and then will be acces- groupg (41.3s)
sible much faster during network peak time. This func-"Sglection of 350 newsk 0.7s | 43.6s | 43.3s

tionality can also be bestowed to providélline news | groups

reading By using the prefetching functionality news-

groups are in the cache and can then be read offline. 2The second figure indicates the access time of the overview database

Postings submitted during offline operation are queued"en itis generated on the fly.

E)r IatSeCr Sme'SS'Oni H?\_Never, Sljlrln%hof{ILne opertagon,.l.able 2: Accessing News over a slow (56kBit) link with
EWSCACHE cannot retrieve articles that have not beeny - <cache installed locally.

cached. Thus, those articles cannot be presented to the

news reader. Unfortunately, many news readers assume

then that the article has been deleted and marks it as reaAEi her i . hi i that the del f
and will never present it to the user even if the article nother interesting thing to note Is that the delay o

is reinstated by BwsCACHE when a connection to the some operations are masked out compared to Table 1
upstream news server is re-established (i.e., on the fly generation of the overview database) due

to the fact that the client and@NvSCACHE are running

on different machines. Other operations do not profit
6 Evaluation from this. We see this as an indication that retrieving

the active database from the server and sending it to the

After developing and implementing 8WSCACHE we F;Ilent can be optimized by interleaving those operations
in a better way.

evaluated the success of our design decisions and the va-
lidity of our assumptions about the weaknesses of thé-or a cache not only good performance values but also
other server’s database organization. We performed thgood hit rates are viable. Thus, we publicly announced
evaluation in several experimental setups. In the follow-the availability of NewsCACHE at our university and

ing we will present our results that validate our designasked people to use and test WSCACHE. The hit rates
decisions. As we will show, however, the results alsofor this experiment are presented in Table 3. With more
indicate that a small performance increase might still beaccesses to the cache we expect higher hit rates, espe-
possible. cially when people have to useEM/SCACHE and cannot
access the news server directly. Over a period of 10 days
NEWSCACHE was accesse@B50 times from309 hosts.

In total 1314 different newsgroups were accessed among

Table 1 shows the performance cEWSCACHE's News
database comparedtovTPCACHES and INN-2.0's per-
formance. Our test machine was a Pentium 200MHz

I 0
64MB main memory, and 3GB IDE hard disk running which the top 10_ac<_:ounted f66% of all accesses. So,
. > reasonable locality in references to the newsgroups can
Linux 2.0.35. The cache servers and INN were runnin

) ) .goe concluded.
on the same machine since we wanted to know the min-

imal latency involved when retrieving News via each : i
cache server. It shows that a miss imposes only littl | total | active | groups | ODB" | articles |
overhead and in the case of a hieNSCACHE performs | équests || 322934 | 941 | 40866 | 44159 | 205363
better than its competitors except for the retrieval of the hits 86359 | 736 | 3326 10230 | 42204

active and overview databases where it performs as goad : 21% | 78% 8% | 23% 21%
ASNNTPCACHE perf-gain 1898 | 69% 7% | 10% 11%

Table 2 compares the delay of hits, misses, and direct “overview database.

connections in a realistic setup Clients are located on bweighted average of group selection, active and overview database,
h .h . d and article retrieval. Other requests have not been considered for this
the same LAN as BWSCACHE. The LAN is connected  fig e

to the news server over a small bandwidth link (i.e.,

56kBit modem line). Table 3 includes a rough calcu- Table 3: Hit Statistics (without Prefetching)

lation of the performance advantage that will be experi-



Description NEWSCACHE NNTPCACHE INN
Hit | Miss Hit | Miss

Active database retrieval 3.6s| 7.0s 3.6s| 84s| 6.0s

Retrieving 1000 articles 19s 38s 24s 59s 20s

Overview database of 5 groips 16.1s (20.8s) | 111s | 16.1s(128s) | 125s | 108s

Selection of 350 newsgroups 0.7s | 21.8s 5.3s | 22.8s | 20.6s

aThe second figure indicates the access time of the overview database when it is generated on the fly.

Table 1: Performance of BWWSCACHE

NEwSCACHE has been tested in combination with sev- pare a draft for an NNTP extension that defines this com-
eral news readers. Netscape works perfectly withmand.

NEWSCACHE, but we had to optimize thgroup com- céhe current implementation of olMon Volatile Con-

iner Classlibrary is based on a code inheritance hi-
rarchy. Even though this supports the changing of the
type of container used during runtime it requires a vir-
tual method call whenever the container is accessed. In
future versions we will switch to a design based on tem-
“plates similar to the design of STL [17].

mand, since Netscape issues this command for ea
newsgroup to get a better estimation of the number o
articles available within the newsgroups. Gnus, knews
MS Outlook Express, pine, slrn, tin, XRN also work in
combination with NNwsCACHE. Other news readers

have also been reported to work perfectly in combina

tion with NEwWSCACHE.
. . At the moment the size of the hash table for the active

The_: folloyvmg news serv.ers have been tested in Comb'aatabase has to be specified when compilirgs-

nation with NEwSCACHE: ANU News (VMS), INN, CACHE. This should be a configuration option in

hMS It?tern;at SZN'C?S’ Netscape Collabra. No prOblenNEWSCACHE'S configuration file. However, this is not
as been found so far. critical and adding this feature should be trivial.

We think that one of the key elements responsible for the
7 Future Work good performance of BWSCACHE is theNon Volatile
Container Clasdibrary. In the future we will try to in-

) o tegrate this in INN and will evaluate whether INN can
The active database changes whenever an article is SUBanefit from it.

mitted to a newsgroup or whenever a newsgroup is ) ] ]

added or removed. Article submission and removal'Ve plan further analysis and experiments with cache re-
occurs much more frequently than newsgroup additiorP'acement policies to find an optimal replacement pol-
or removal. Unfortunately NNTP provides no com- I€Y for News. As our experiments have shown so far
mand to check which entries of the active database havi'® @pplication of such policies in the setting of News

been modified since a given time. Only commands forMaY yield unexpected results (see Section 4.1) and thus
retrieving the whole active databasist( active require further systematic study. News seems to differ

[wildmat] ) or only the part for newly added news- f_rom other cache applic_ation areas in a way that assump-
groups flewgroups ) exist. Awildmatexpression can tions from other domains cannot be mapped 1:1 onto
be applied to filter newsgroups based on their nameg\eWs:

Thus whenever the active database needs to be updatexir measurements for News clients performance gains
the whole active database has to be requested (abolkve been done indirectly via cache hit rates. While this
2MB). provides a good approximation for the overall perfor-

Fortunately, the revised NNTP specification [3] is keptM@nce gains, it gives only a limited assessment of the
extendible enough to support custom extensions. gxperformance gains for a single client. We want to use
tensions supported by the news server can be rdhstrumented news readers to get such direct measure-

trieved using NNTP'4IST EXTENSIONScommand. ments. Additionally these results can be related to hit
To overcome this problem we propose a slightly rates and other performance figures to get a better un-
modified list command.list active.modtime derstanding of the runtime behavior and access profiles.

$time [wildmat] , that provides a possibility to re-  The selection process of the articles to be prefetched is
trieve entries that have been changed since a given timgnother area of further investigation, i.e. how the infor-
We will analyze the benefits of such a command and pre-



mation that is to be prefetched is chosen. Several scexas to be stored while still providing a full feed to news

narios seem to be useful besides prefetching based arsers. NEwSCACHE can be used to speed up retrieval

the administrator’s preferences: prefetch the newsgroupsf News in environments where only a slow link to the

with the most user requests (in relation to the articlenews server exists. Another advantage efNCACHE

sizes), thread based prefetching, etc. is that it offers news reading functionality only (post-
ings are directly forwarded to the upstream news server)
and needs not allocate resources and computing power

8 Related Work for news distribution. This drastically cuts down on 1/O
load.

NNTPCACHE s the only system we found so far that is Even though MwsCACHE is based on an object-

similar to NEwsSCACHE, but no publications aboutitare oriented design whose design is not compromised by
available. The following statements are solely based omnlirty performance hacks, it provides faster access to
the documentation ofiNTPCACHES software distribu- news articles than other state of the art news servers
tion [15] and our tests with it. (i.e. INN). This is due to the fact that we did a thor-

NNTPCACHE offers censoring of articles, and forward- ©U9h comparison of the design of the news database in
ing of unknown commands. BWSCACHE currently ~ Various other news servers before implementing our own

does not support these features but on the other harfiptabase.
offers functionality unknown tNTPCACHE prefetch-  The news database is based on memory mapped files us-
ing, offline News reading, andetd support. ing our own memory management. This approach al-

An approach using a server with only a subset of thdOWs us to manipulate persistent complex data structures

theoretically available newsgroups in combination with @S If they were stored on the heap. Other news servers
a web page where users can request the addition of nesch as INN might also benefit from this organization.
newsgroups available on the news server’s news feed i&nother factor that has to be taken into account in the do-
explained in [8]. When a user requests a newsgroup vianain of caching is the replacement strategy used when
the web page it is supplied by the news server on the nexthe cache space fills up. We have compared different
day. The author explains that in average only 20% of allreplacement strategies that can be employed when the
the theoretically available newsgroups are actively beingpool size of the cache server fills up along with an anal-
read. However, this could be solved better using a cachgsis of the advantages of each. One surprising result was
server. This approach has the advantage that news usetgt when articles need to be replaced, it is better to re-
need not request new newsgroups via a web page sineaove older articles on a per newsgroup basis. Our in-
the cache server would offer all available newsgroupserpretation to this is that the probability that an article
and the newsgroups would be available to the news usenight be accessed can be estimated better by looking at
immediately. all the articles in the group than by just looking at one

Another approach where the News spool is partitioned®ticle-

among several computers is presented in [6]. While thisadditionally, NEwSCACHE makes the life of Usenet ad-

cuts down the I/O load on each machine it does not targatinistrators easier by providing the following new fea-

the network bandwidth consumption. tures without forcing the administrator to install a news
server with a full newsfeed: provision of local news-
groups, transparent merging of multiple news servers

9 Conclusion into one virtual news server, and providing a virtual full
feed over slow links where a full feed would not be pos-

Despite the fact that consensus exists that caching mustole.

be applied to News in the presence of overloaded netThese factors should make=M/SCACHE popular in the
works, only few approaches exist to attack this problemsyture. An increasing number of people already use
These approaches alleviate the effects by applying marNewsCAcHE including Internet service providers and
agement policies but do not attack the caus&eEwls-  NeEwsCACHE is included in the Debian Linux distribu-
CACHE, however, attacks this at the access infrastructurgon.

while still being compatible to existing news software.

NEwSCACHE can replace existing leaf node news
servers thus reducing network bandwidth consumptions
and reducing hardware requirements for the provision of
Usenet News since only a fraction of the full News spool
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Availability

[11]

NEwWSCACHE is available under the terms of the
GNU Public License (GPL) fromhttp://www

.infosys.tuwien.ac.at/NewsCache/
tionally, you can also test the currenteEWSCACHE

. Addi-

release by pointing your newsreader to the news
server newscache.infosys.tuwien.ac.at on

the standartNNTPport (119). NewsSCACHE is also dis-

tributed as a part of the Debian Linux distribution.
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