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Consensus and Failure Detection
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Coordinator p2 

BOOM

Now, admit one gets the most expensive set of FD 
modules

 When inquired they never make mistakes!

Consensus is reached right on the first 
round when there are no failures...

... or in the second round should P1 fail.
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Completeness

Strong: Eventually every process that crashes is 
permanently suspected by every correct process

Weak: Eventually every process that crashes is 
permanently suspected by some correct process

Accuracy

Strong: Correct processes are never suspected

Weak: Some correct process is never suspected

Unreliable Failure Detectors Specifications
Distributed Agreement
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Strong Failure Detector

Consider a set of FD modules satisfying 
Strong Completeness and 
Weak Accuracy: Some correct process is never suspected

Round !
Coordinator p2 

?p2
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Round !
Coordinator p1 

t accuracy

?
Round !

Coordinator p3 
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Eventual Strong Failure Detector

Now, consider a set of FD modules satisfying 
Strong Completeness and 
Eventual Weak Accuracy: Eventually some correct 
process is never suspected

Round !
Coordinator p2 

?
t accuracy

?
Round !

Coordinator p3 

p2

p1

p3

Round !
Coordinator p1 

Why is Strong Completeness required?
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Unreliable Failure Detectors
Distributed Agreement
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Weak
weak completeness + weak accuracy

Perfect
strong completeness + strong accuracy

Strong
strong completeness + weak accuracy

Eventual Weak
weak completeness + eventual weak accuracy

Eventual Strong
strong completeness + eventual weak accuracy

Eventual Perfect
strong completeness + eventual strong accuracy

A lattice of failure detector classes
Weakest

Strongest
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Chandra and Toueg Consensus Algorithm

How is agreement ensured no matter what?...
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Discussion on Failure Detection

How are these ‘USB FD modules’ implemented?

Can the model be asynchronous?

What if the model is not asynchrnous?

Timed-asynchronous

Quasi-synchronous, wormholes

Synchronous
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Agenda

Group Communication

Properties of group communication protocols

Reliable multicast in the presence of faults

Group membership services

View Synchrony (and Extended View Synchrony)

View Synchronous Multicast

Total Order Multicast

FIFO and Causal Atomic Multicast

Dependable Distributed Systems Group Communication

Thursday, April 14, 2011
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Properties of group communication protocols

Group communication protocols are based on groups of 
recipients

Properties of the communication are extended taking 
into account the existence of multiple recipients for the 
messages

A fault-tolerant communication protocol is itself a 
computational problem. Its solution usually depends on 
the model (asynchrony, faults, etc)

The definition of a group communication protocol 
involves properties such as reliability, order and 
uniformity

Dependable Distributed Systems Group Communication

Thursday, April 14, 2011



© 2009 Rui Carlos Oliveira Tolerância a Faltas 53

m

m

Application

m

m

Application

m

m

Application

m

m

Application

Reliable multicast

Consider an asynchronous distributed system. A reliable 
multicast primitive can be defined as follows:

If process p is correct and reliably multicasts message m, 
then every correct recipient eventually delivers m 

Dependable Distributed Systems Group Communication

How to overcome message loss?

What if the sender fails?

What if a recipient fails?

What if a recipient is too sloooow?

What if you can’t tell?

Thursday, April 14, 2011
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Group membership services

Group communication relies on a group membership 
service to track the dynamic constitution of groups

A group membership service maintains group views, 
the set of processes believed to be currently correct

Membership can be linear (primary component) or 
partial (partitionable)

A group membership service provides an interface to:

create and destroy processes groups

add or withdraw processes to and from a group

notify process members  of membership changes 

Dependable Distributed Systems Group Communication

Thursday, April 14, 2011
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Self Inclusion: if a process p installs view V, then p is a 
member of V

Local Monotonicity: If a process p installs view V a)er 
installing view V’ then the identifier of V is greater than 
that of V’

Agreement: Any two views with the same identifier 
contains the same set of processes.

Linear membership: For any two consecutive views there 
is at least one process belonging to both views.

55

Group membership specification
Dependable Distributed Systems Group Communication

Thursday, April 14, 2011
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Given a group membership service, how can it help us 
to implement a reliable multicast primitive?

Recall

View Synchrony
Dependable Distributed Systems Group Communication

If process p is correct and reliably multicasts message 
m, then every correct recipient eventually delivers m 

What if a recipient fails?
What if a recipient is too sloooow?
What if you can’t tell?
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BOOM

Thursday, April 14, 2011



© 2009 Rui Carlos Oliveira Tolerância a Faltas 57

View Synchrony

The intent of View Synchrony is to virtually 
synchronize processes on membership changes

The idea is to guarantee that:

1. view changes are totally ordered with regard to 
(regular) multicast messages in the system, and

2. any two processes installing two consecutive views 
deliver the same set of messages multicast between 
these views

Dependable Distributed Systems Group Communication

Thursday, April 14, 2011
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View Synchronous Multicast is defined over two 
primitives vscast and vsdeliver and satisfies the 
following safety properties:

Integrity: if process p vsdelivers m it does so at most 
once and only if m has been previously vscast

View Synchrony: If processes p and q install two 
consecutive views V and V’, then any message 
vsdelivered by p in V is also vsdelivered by q in V

View Synchronous Multicast
Dependable Distributed Systems Group Communication

Thursday, April 14, 2011
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View Synchronous Multicast is defined over two 
primitives vscast and vsdeliver and satisfies the 
following safety properties:

Integrity: if process p vsdelivers m it does so at most 
once and only if m has been previously vscast

View Synchrony: If processes p and q install two 
consecutive views V and V’, then any message 
vsdelivered by p in V is also vsdelivered by q in V

View Synchronous Multicast
Dependable Distributed Systems Group Communication

are correct in V 

Thursday, April 14, 2011
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And the following liveness property:

Termination: if process p is correct in V and vscast m 
then p vsdelivers m

or alternatively (and more pragmatically):

Termination: if process p is correct in V and vscast m in 
view V, then for each member q of V, either q 
vsdelivers m, or p installs a next view V’ in V  

View Synchronous Multicast
Dependable Distributed Systems Group Communication

When is m delivered?

Thursday, April 14, 2011
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Additionaly, one of the following properties is 
usually provided:

Same view delivery: if process p vsdelivers m in V then 
any process that vsdelivers m also does so in V

Send view delivery: if process p vsdelivers m in V then 
m has been vscast in V.

View Synchronous Multicast
Dependable Distributed Systems Group Communication

Thursday, April 14, 2011
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Membership

Service
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Consensus

View Synchronous Multicast

How can View Synchronous Multicast be implemented?

Dependable Distributed Systems Group Communication

1 When vscast, messages are 
tagged with the current view

1

2

2 A message of the current view is immediately vsdelivered. 
Messages from previous views are discarded and future 
messages buffered. 
When can a vsdelivered message be discarded by the protocol?
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BOOM
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Once a new view is delivered, 
processes have to agree on the 
set of messages delivered in the 
current view. A)er that they 
can install the new view 

Consensus

Thursday, April 14, 2011
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Total Order Multicast is defined over two primitives 
tocast and todeliver and satisfies the following 
properties:

Integrity: if a process todelivers m, it does so at most 
once and only if m has been previously tocast

Validity: if a correct process tocasts m, then it 
eventually todelivers m

Agreement: If a correct process todelivers m, then all 
correct processes eventually todeliver m

Total order: If two processes both todeliver messages m 
and m’, then they do so in the same order  

Total Order Multicast
Dependable Distributed Systems Group Communication

Thursday, April 14, 2011
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Total Order Multicast

How can Total Order Multicast be implemented?

What if we have a Group Membership Service?

Dependable Distributed Systems Group Communication
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Reception of message payload

Reception of message sequence

allowing the message delivery

Sequencer

BOOM
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Consensus

1 2 3 4

3 4 1 2

1 2 3 4

2 1 3 4

Reception of message payload Reception of message sequence

allowing the message delivery

Proposal for message sequence
What if we don´t have one? 

Thursday, April 14, 2011



© 2009 Rui Carlos Oliveira Tolerância a Faltas 64

FIFO and Causal Total Order Multicast

Along with a total order of the messages send/receive  
ordering techniques are usually relevant and include:

FIFO: if a process p multicasts a message m before p 
multicasts m', then no process delivers m a)er delivering 
m'

Causal: if the multicast of a message m causally precedes 
the multicast of m´, then no process delivers m a)er 
delivering m´

Dependable Distributed Systems Group Communication

Reliable

FIFO

Causal

Atomic

FIFO

Atomic

Causal

Atomic

Total Order
FIFO

Causal

FIFO

Causal
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